
Using Online Games to Collect Data about Disagreements

Massimo Poesio♣, Jon Chamberlain,♠ Udo Kruschwitz,♠
Silviu Paun♣ and Alexandra Uma♣

♣Queen Mary University of London
♠University of Essex

Abstract

In this paper we present preliminary results on the data about
anaphoric ambiguity collected using the Phrase Detectives
game. Our analysis indicates that about half of the markables
labelled via the game have at least two interpretations sup-
ported by more players than disagree with them.

Introduction
It is generally assumed in linguistics, computational linguis-
tics, and psycholinguistics that although language expres-
sions can be ambiguous in isolation, in context they have a
unique interpretation. This assumption has led to the preva-
lent approach to training supervised models for language
interpretation: use traditional corpus annotation or crowd-
sourcing to create a gold standard in which each expression
is assigned a unique label. Often, this unique label is ob-
tained through a process of reconciliation as different coders
may have produced different labels.

There is however growing evidence that this assumption
is not correct, and the reason is not just that speakers and
writers produce infelicitous uses of language. In some cases
the ambiguity may be deliberate, aiming to achieve a rhetor-
ical effect, for instance humour, as in (1)

(1) The first thing that strikes a stranger in New York is
a big car. (Raskin, 1985)

or poetic (Su, 1994). However, there are also violations of
the Avoid Ambiguity maxim that serve no apparent commu-
nicative purpose (Poesio et al., 2007, 2006; Wasow, 2015).
These include the cases of justified sloppiness in anaphoric
reference (Poesio et al., 2007, 2006) illustrated in (2), from
the TRAINS corpus of task-oriented spoken dialogues.

(2) 3.1 M: can we .. kindly hook up
3.2 : uh
3.3 : engine E2 to the boxcar at ..

Elmira
4.1 S: ok
5.1 M: +and+ send it to Corning
5.2 : as soon as possible please
6.1 S: okay

[2sec]
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7.1 M: do let me know when it gets
there

8.1 S: okay it’ll /
8.2 : it should get there at 2 AM
9.1 M: great
9.2 : uh can you give the
9.3 : manager at Corning instructions

that
9.4 : as soon as it arrives
9.5 : it should be filled with

oranges

In this example, it’s not clear whether the pronoun it in 5.1
refers to the engine E2 which has been hooked up to the box-
car at Elmira, to the boxcar itself, or indeed whether that
matters. It’s only at utterance 9.5 that we get evidence that
it probably referred to the boxcar at Elmira, since it is only
boxcars that can be filled with oranges. Cases such as these
led to a systematic exploration of agreement in anaphoric
reference through corpus annotation studies in the ARRAU
project (Poesio and Artstein, 2005). That was followed by
work on anaphoric ambiguity by Versley (2008) and Re-
casens et al. (2011), and by work by Passonneau on word
sense ambiguity (Passonneau et al., 2012), among others.

In recent years, work by Plank et al. (2014) on POS tag-
ging, and by the CrowdTruth project (Aroyo and Welty,
2013, 2015; Dumitrache et al., 2017) on NER, relation ex-
traction, and event extraction has began to show that pre-
serving ambiguity in an annotated corpus can yield better
performance in models trained on such data.

In this paper, we discuss the approach we followed to an-
notate resources for anaphoric information preserving dis-
agreements through the Phrase Detectives online game. So
far, Phrase Detectives has collected around 4 million judg-
ments for the about 400,000 markables in our corpus of 843
documents and 1.2 million tokens. 562 documents have been
completely annotated with an average of 20 anaphoric judg-
ments for about 90,000 markables. We believe this is the
largest existing collection of agreements and disagreements
for an NLP task, certainly for the case of anaphora. In the
paper we present preliminary results on this collection of
judgments.



Background
The NLP task of interest is anaphora resolution, also
known as coreference. This is the task of determining

1. Whether a markable is referring or not;

2. In case it is referring, whether it refers to an already intro-
duced discourse entity (discourse old) or not (discourse
new).

These types of interpretation are illustrated in Example (3).
In sentence (3a), it is a so-called expletive: a semantically
vacuous nominal expression not referring to anything at all.
In (3b), a car is discourse-new: it introduces a new entity
not previously mentioned in the discourse. Finally, in (3c), it
is discourse old, as it refers to an already introduced entity:
the car.
(3) a. It is raining.

b. John saw a car.
c. John saw a car. it looked expensive.

This type of labelling can therefore be seen, simplifying only
a little, in which three types of judgments (labels) are being
collected: non-referring, discourse-new, discourse-old.

A number of corpora labelled with anaphoric information
already exists. The largest of these, covering Arabic, Chi-
nese, and English, is ONTONOTES (Pradhan et al., 2007),
used for the most recent evaluation campaign in the field
at CONLL 2012 (Pradhan et al., 2012). The annotation
scheme briefly introduced above is that of the ARRAU corpus
(Uryupina et al., pear).

A Game for Collecting Anaphoric Judgments:
Phrase Detectives

Two types of crowdsourcing have been used in NLP. The
most widely used approach is microtask crowdsourcing
through Amazon Mechanical Turk or CrowdFlower (Snow
et al., 2008; Calison-Burch, 2009). Microtask crowdsourc-
ing has become the method of choice for creating small and
medium scale resources for NLP projects and small amounts
are now used for a substantial percentage of NLP papers.
There is also however a second form of crowdsourcing: the
games-with-a-purpose (GWAP) approach pioneered by von
Ahn (von Ahn, 2006).

Phrase Detectives1 is a single-player GWAP developed
to collect data about English (and subsequently Italian)
anaphoric coreference (Poesio et al., 2013) The game ar-
chitecture is articulated around a number of tasks and uses
scoring, progression and a variety of other mechanisms to
make the activity enjoyable. The game design is based on a
detective theme, relating to the how the player must search
through the text for a suitable annotation. The players have
to carry out two different tasks. Initially text is presented in
Annotation Mode (called Name the Culprit in the game - see
Figure 1). This is a straightforward annotation mode where
the player makes an annotation decision about a highlighted
markable (section of text). (The annotation scheme used in
Phrase Detectives is a simplified version of the anaphoric

1http://www.phrasedetectives.com

annotation scheme used in the ARRAU corpus (Poesio and
Artstein, 2008).) If different players enter different interpre-
tations for a markable then each interpretation is presented
to more players in Validation Mode (called Detectives Con-
ference in the game). The players in Validation Mode have to
agree or disagree with the interpretation. A markable is con-
sidered complete if it has been labelled by 8 players, and if
each distinct label (interpretation) produced by those play-
ers has been validated by at least 4 players.

The goal of the game was not just to annotate large
amounts of text, but also to collect a large number of judg-
ments about each linguistic expression. This led to the de-
ployment of a variety of mechanisms for quality control
which try to reduce the amount of unusable data beyond
those created by malicious users, from the level mechanism
itself to validation to a number of tools for analysing the be-
havior of players.

Results
Some statistics about the game

Phrase Detectives is one of the most successful GWAPs for
NLP. Online since December 2008, it is still being played,
particularly in its version for Facebook, launched in 2011.
As of June 2018, about 56,000 players have registered, of
which 1344 are on Facebook Phrase Detectives. Of these,
3,000 passed the training phase so have produced useful
data. Around 2.8 million annotation judgments have been
collected and 1.26 million validations. 562 documents have
been completely annotated, for a total of around 357,699 to-
kens.

Extent of disagreement

We carried out a preliminary analysis of the complete por-
tion of the Phrase Detectives corpus to assess the extent of
the disagreement.

Out of the total of 89,805 markables for which we have
complete annotations (at least 8 annotations, and at least 4
validations for each interpretation), there is total agreement
on 32,363–36%.

We then computed a score for each interpretation i of a
markable:

scorei = Ann+ V alagr − V aldis

Intuitively, this score adds all support to that interpretation
(from annotations and agreements) and subtracts all the dis-
agreements. An interpretation whose score is > 1 has posi-
tive support.

Using this score, we can compute the number of mark-
ables that have at least two interpretations whose score is
above a certain threshold. Over 38,000 markables (42%)
have at least two interpretations with a score > 0; over
27,000 (30%) have at least two interpretations with score
> 2; and more than 17,000 markables (19%) have at least
two interpretations with score > 4, which is pretty high. The
overall trend is summarized in Figure 2.



Figure 1: Detail of a task presented in Annotation Mode.
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Figure 2: Extent on disagreement depending on threshold

A qualitative analysis of the disagreements
How many of these disagreements reflect a genuine ambi-
guity as opposed to indicating misunderstandings of the in-
structions or limitations of the interface? We carried out an
analysis of some of the clearest cases of disagreement, fo-
cusing in particular on the 197 cases with at least 2 interpre-
tations with a score > 9.

Such cases of disagreement include cases of ambiguity
between a referring and non-referring interpretation of it, as
in (4a), from Alice in Wonderland, where the Mouse and
the Duck disagree on the interpretation of the underlined
it; as well of disagreements between a discourse-new and
a discourse-old interpretation, as in (4b), where some of
the coders marked underlined the window as discourse-new,
whereas others as referring to the bedroom window previ-
ously mentioned.
(4) a. ’I thought you did,’ said the Mouse. ’–I pro-

ceed. ”Edwin and Morcar, the earls of Mercia and
Northumbria, declared for him: and even Stigand,
the patriotic archbishop of Canterbury, found it
advisable–”’
’Found WHAT?’ said the Duck.
’Found IT,’ the Mouse replied rather crossly: ’of
course you know what ”it” means.’

b. The front room was plainly furnished as a sitting-
room and led into a small bedroom, which looked
out upon the back of one of the wharves. Between
the wharf and the bedroom window is a narrow
strip, which is dry at low tide but is covered at
high tide with at least four and a half feet of water.
The bedroom window was a broad one and opened
from below. On examination traces of blood were to
be seen upon the windowsill, and several scattered
drops were visible upon the wooden floor of the bed-

room. Thrust away behind a curtain in the front room
were all the clothes of Mr. Neville St. Clair, with the
exception of his coat. His boots, his socks, his hat,
and his watch – all were there. There were no signs
of violence upon any of these garments, and there
were no other traces of Mr. Neville St. Clair. Out of
the window he must apparently have gone

In (Chamberlain, 2016) it was estimated that 30% of the
cases of disagreement reflect genuine ambiguity.

Conclusions
The growing Phrase Detectives corpus is the largest existing
collection of anaphoric judgments and the largest dataset for
studying disagreements on such judgments. The preliminary
analysis reported here suggests that a minimum of 19%, and
possibly as high as 40%, of markables in the corpus have
been assigned more than one interpretation with some de-
gree of support. Future work will be concerned with examin-
ing those disagreements in more detail and developing meth-
ods for training with this type of data.
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